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Outline

• Harvey Goldstein sadly passed away age 80 on 9th April 2020

• Harvey was a keen supporter of the LLCS journal and the 
SLLS conference and had planned to attend in Vilnius

• In this memorial lecture I have been invited to illustrate the 
excellence of multilevel modelling for analysing longitudinal 
data, multilevel modelling being the statistical method that 
Harvey pioneered and established over the last 35 years

• I will do this by providing an accessible overview of the main 
ways multilevel modelling is used to study longitudinal data

• I will point out resources to assist further learning

• I will also share some memories of working with Harvey
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1. Introduction
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Harvey Goldstein

• An internationally renowned statistician and researcher

• Major contributions to statistical methods: longitudinal data 
analysis, missing data, and data linkage

• Most important was his work from the 1980s onwards on 
multilevel modelling for clustered and longitudinal data

• One legacy of this contribution is that multilevel modelling is 
now a standard method of data analysis in the social, 
behavioural and medical sciences, has been implemented in 
all standard software (R, SAS, SPSS, Stata), and is used 
beyond as well as within academia

• Equally, many important applied contributions to education 
assessment, school effectiveness, child development, health

• Harvey was active in policy work and as an academic citizen 4
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My relationship with Harvey

• I met Harvey in 2005 at the Centre for Multilevel Modelling, 
University of Bristol

• Harvey was my PhD supervisor and I specialised in multilevel 
modelling of student and school examination data

• I carried on collaborating with Harvey over the next 15 years, 
working on multilevel modelling methods and applications to 
school league tables and performance measures

• I also taught many multilevel modelling and MLwiN short 
courses with Harvey in London and Bristol

• I will remember Harvey as a generous supporting colleague 
who helped launch me as an academic and who was a 
pleasure to work and socialise with

7
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2. Multilevel models and 
longitudinal data
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Multilevel models and data

• Multilevel modelling can be viewed as an extension of 
conventional linear and other regression models appropriate 
when data are clustered and where interest lies in studying 
how relationships in the data vary across clusters

• Other terms for multilevel models include hierarchical 
models, random-effects or random-coefficient models, 
mixed-effects models, or simply mixed models.

• Cross-sectional data are often clustered with individuals 
nested within groups such as students within schools

• Longitudinal data are also clustered with repeated 
observations over time nested in individuals

• Multilevel data often feature multiple sources of cross-
sectional and longitudinal clustering 10



Multilevel models and data 
(cont’d)
• When analysing clustered data, the standard assumption of 

independent observations is likely to be violated because of 
dependence among observations within the same cluster

• Multilevel models handle such dependence via including 
cluster random effects to account for unobserved cluster 
heterogeneity

• Clustered data often provide rich information on processes 
operating at different levels, for instance, student 
characteristics interacting with school characteristics.

• Multilevel models can handle continuous, binary, ordinal, 
nominal, count and survival outcome data

• All these multilevel modelling possibilities are now 
implemented in standard software (R, SAS, SPSS, Stata) 11
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Longitudinal data

• Most often what we mean by longitudinal data are panel or 
repeated measures data where we have data on individuals 
and each individual is observed at multiple occasions

• Makes it possible to study individual change, either due 
to explanatory variables or to the passage of time

• Panel studies, cohort studies, intervention studies and 
clinical trials, aaccelerated longitudinal designs, and EMA 
or experience sampling studies

• Most often there are only a few time points, but 
increasing prevalence of studies collecting intensive data

• Multilevel models can be applied in all these settings

• We do not consider here other forms of longitudinal data: 
time series, survival, duration or time to event data
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Examples of repeated measures 
data
1. Infant height and weight in first years of life 

2. Child antisocial behaviour

3. Student test scores

4. Adolescent risky behaviours

5. High school students attitudes to higher education

6. University student aspirations

7. Mothers’ postnatal depression

8. Workers wages and union membership

9. Adult BMI and marital satisfaction

10. Physical and mental health during old age
14



Two main types of multilevel 
models for repeated measures data
1. Panel data models where the focus is on modelling the 

relationship between the outcome and explanatory 
variables and in disentangling the within- and between-
individual effects of these explanatory variables

2. Growth-curve models where the focus is on modelling 
average growth (or decline) over time and describing and 
explaining the variation in individual growth trajectories 
around the population average relationships

• A less often used third possibility is to fit dynamic models 
where the outcome at a given occasion is regressed on 
previous or lagged outcomes in order to distinguish between 
state dependence and individual differences as explanations 
for the outcome-dependence
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3. Panel data models
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Happiness and exercise data

• Simulated data on happiness and exercise

• 1000 adults followed over 5 months (March – July)

• Happiness measured on a 10-point scale 

• Exercise measured in hours per week

• Interest lies in describing the effect of exercise on happiness
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Trellis plot of the observed data
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• Strong suggestion of inter- and intra-individual variability in 
both satisfaction and exercise. No systematic time trends.

ICC ≡ VPC ≡ 0.68 ICC ≡ VPC ≡ 0.74



19



Pooled OLS model
Equation
• The simplest model we might fit would be a conventional 

linear regression model (pooled OLS model)

𝑦𝑖𝑗 = 𝛽0 + 𝛽1𝑥1𝑖𝑗 + 𝑟𝑖𝑗 , 𝑟𝑖𝑗~𝑁(0, 𝜎
2)

• The model regresses happiness 𝑦𝑖𝑗 on exercise 𝑥1𝑖𝑗

• However, this model ignores the likely strong positive 
dependency in the repeated happiness measurements 

Corr 𝑟𝑖𝑗 , 𝑟𝑖′𝑗 = 0

• Our standard errors will be too small, our t-ratios too large, 
our p-values too small, and our 95% CIs too narrow

• We run the risk of making Type I errors of inference 20
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Pooled OLS model
Results
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• Interestingly, there appears to be a negative relationship 
between the two variables! More exercise, lower happiness!

ො𝑦𝑖𝑗 = 5.80 − 0.11𝑥1𝑖𝑗



Random-intercept model
Equation
• We can address the expected residual dependency by fitting 

a random-intercept version of the linear regression model

𝑦𝑖𝑗 = 𝛽0 + 𝛽1𝑥1𝑖𝑗 + 𝑢𝑗 + 𝑒𝑖𝑗
𝑟𝑖𝑗

, 𝑢𝑗~𝑁 0, 𝜎𝑢
2 , 𝑒𝑖𝑗~𝑁(0, 𝜎𝑒

2)

where 𝑢𝑗 denotes an individual-level random effect included 
to account for suspected individual-level unobserved 
heterogeneity in happiness which induces the clustering

• The residual dependency is now modelled directly

ICC ≡ VPC ≡ 𝜌 ≡ Corr 𝑟𝑖𝑗 , 𝑟𝑖′𝑗 =
𝜎𝑢
2

𝜎𝑢
2 + 𝜎𝑒

2
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Random-intercept model
Results
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• In contrast to the scatterplot and pooled OLS result, we now 
find a positive relationship between the two variables!

ො𝑦𝑖𝑗 = 2.26 + 0.39𝑥1𝑖𝑗



Random-intercept model
Results (cont’d)
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• Every individual has their own regression line. Notice that 
higher avg. exercise associated with lower avg. happiness.

ො𝑦𝑖𝑗 = 2.26 + 0.39𝑥1𝑖𝑗 + ො𝑢𝑗



Within and between decomposition
Equation
• A major advantage of longitudinal data is that it allows 

comparisons to be made within subject, hence controlling 
for (possibly unknown) individual characteristics that are 
constant over time (e.g., income, education, occupation).

• Here we estimate the effect of exercise on happiness by 
considering the change in happiness brought about by a 
change in exercise

𝑦𝑖𝑗 = 𝛽0 + 𝛽1
𝑊 𝑥1𝑖𝑗 − ҧ𝑥1.𝑗 + 𝛽1

𝐵 ҧ𝑥1.𝑗 + 𝑢𝑗 + 𝑒𝑖𝑗

• Note that the within effect is what would be obtained from 
fitting a fixed-effects model (dummy variables for each child)

• This model sometimes referred to as a hybrid effects model 26
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• The within and between decomposition reveals different 
signed relationships within (+ve) and between (-ve) individuals

Within and between decomposition
Results

ො𝑦𝑖𝑗 = 7.10 + 0.45 𝑥1𝑖𝑗 − ҧ𝑥1.𝑗 − 0.30 ҧ𝑥1.𝑗



Cross-level interaction
Equation
• We can go one step further and explore whether there is an 

interaction effect between within person exercise variation 
and their long-run average level of exercise.

• Does the benefit of an extra hour of exercise vary by 
individuals’ long-run average exercise levels?

• The interaction 𝑥1𝑖𝑗 − ҧ𝑥1.𝑗 ҧ𝑥1.𝑗 is referred to as a cross-level 
interaction
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𝑦𝑖𝑗 = 𝛽0 + 𝛽1 𝑥1𝑖𝑗 − ҧ𝑥1.𝑗 + 𝛽2 ҧ𝑥1.𝑗 + 𝛽3 𝑥1𝑖𝑗 − ҧ𝑥1.𝑗 ҧ𝑥1.𝑗 + 𝑢𝑗 + 𝑒𝑖𝑗



Cross-level interaction
Results
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• The benefits of an additional hour of exercise are felt most 
strongly by those who on average exercise at a high level

𝑦𝑖𝑗 = 7.11 + 0.10 𝑥1𝑖𝑗 − ҧ𝑥1.𝑗 − 0.30 ҧ𝑥1.𝑗
+0.05 𝑥1𝑖𝑗 − ҧ𝑥1.𝑗 ҧ𝑥1.𝑗



Cross-level interaction
Results (cont’d)
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• Note how the slopes of the individual lines now vary, but are 
not allowed to cross. Adding a random slope would relax this.

𝑦𝑖𝑗 = 7.11 + 0.10 𝑥1𝑖𝑗 − ҧ𝑥1.𝑗 − 0.30 ҧ𝑥1.𝑗
+0.05 𝑥1𝑖𝑗 − ҧ𝑥1.𝑗 ҧ𝑥1.𝑗 + ො𝑢𝑗



Extensions

• A rich set of control variables

• A random coefficient for exercise deviations

• We have shown that the within-person effect of exercise 
varies systematically across individuals as a function of 
their overall average exercise values

• The within-person effect of exercise may plausibly vary 
by other individual characteristics (e.g., gender)

• If there is unobserved heterogeneity in the within-person 
effect of exercise, then the estimated within-person 
effect of exercise and its interaction with overall average 
exercise levels will both be spuriously precise

• It is therefore prudent to model the within-person effect 
of exercise as a random coefficient
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4. Growth curve models
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Alcohol use data

• Simulated data on adolescent alcohol use

• 1000 adolescents followed over 5 years (age 14 to 18)

• Alcohol use measured on a 20-point scale 

• 500 girls; 500 boys

• Some missing data

• Interest lies in describing average and individual change in 
alcohol use over time and relating this to gender
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Spaghetti plot of the observed data
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• Boys appear to start lower, but grow more rapidly. Girls 
appear to vary more in growth rates. Some girls even decline.



Linear growth-curve model
Conditional on gender
• The simplest model which captures the main features of the 

data is the following linear growth-curve model

𝑦𝑖𝑗 = 𝛽0 + 𝛽1𝑥1𝑗 + 𝛽2𝑡𝑖𝑗 + 𝛽3𝑥1𝑗𝑡𝑖𝑗
fixed part

+ 𝑢0𝑗 + 𝑢1𝑗𝑡𝑖𝑗 + 𝑒𝑖𝑗
random part

𝑢0𝑗
𝑢1𝑗

~N
0
0

,
𝜎𝑢0
2

𝜎𝑢01 𝜎𝑢1
2

𝑒𝑖𝑗~N 0, 𝜎𝑒
2

• The model regresses alcohol use 𝑦𝑖𝑗 on a boy dummy 𝑥1𝑖𝑗, a 
linear time trend 𝑡𝑖𝑗, and a boy-by-time interaction 𝑥1𝑖𝑗𝑡𝑖𝑗

• The model includes random intercept and slope effects 36



Population-averaged time trends
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• Girls increase by 0.95 per year. Boys increase by 2.01 per year.

ො𝑦𝑖𝑗 = 5.02 − 0.54𝑥1𝑗 + 0.95𝑡𝑖𝑗 + 1.06𝑥1𝑗𝑡𝑖𝑗

5.02
4.49

8.83

12.53



Individual-specific time trends

38

• Having adjusted for gender, children who start higher at age 
14 increase faster over the next four years ො𝜌𝑢01 = 0.52

ො𝑦𝑖𝑗 = 5.02 − 0.54𝑥1𝑗 + 0.95𝑡𝑖𝑗 + 1.07𝑥1𝑗𝑡𝑖𝑗 + ො𝑢0𝑗 + ො𝑢1𝑗𝑡𝑖𝑗



Individual-specific time trends

39

• Gender explains 6.4% of the unconditional variance in initial 
status and 53% of the variance in unconditional growth rates

ො𝜎𝑢0
2

ො𝜎𝑢01 ො𝜎𝑢1
2 = 1.03

0.26 0.25
, ො𝜎𝑒

2= 0.50



Extensions

• Include further time-invarient covariates (e.g., SES)

• Include time-varying covariates (e.g., allowance, curfew) 

• Model time more flexibly (e.g., to allow for acceleration)

• Quadratic, cubic or higher-order polynomial time trends

• Fractional polynomials, step functions (i.e., time 
dummies), linear spline functions (good for 
discontinuous change), regression spline functions (good 
for asymptotic functions)

• Allow initial status and growth rate variance parameters to 
vary by groups (e.g., by gender)

• Allow autocorrelated and heteroskedastic residuals

• Especially when data are more intensively collected



Extensions (cont’d)

• Incorporate discrete random effects to capture hidden 
subpopulations (e.g., teetotallers)

• Latent class growth analysis (LCGA)

• Growth mixture models (GMMs)

• Model multiple growth processes jointly

• Bivariate response growth-curve model (e.g., alcohol and 
tobacco use)

• Predict distal outcomes (e.g., alcohol problems in adulthood)

• Individual specific trajectories can be used as explanatory 
variables in models for later life outcomes
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5. Conclusion



Panel-data models
Summary
• As in conventional linear regression, the focus in panel data 

models is on modelling the relationship between the 
outcome and explanatory variables

• An individual random intercept effect is entered into the 
model to account for the dependency in the data

• However, principle interest, lies in exploiting the richness of 
the longitudinal data to disentangle the within- and 
between-effects of time-varying explanatory variables

• Random-coefficients may be added to time-varying 
explanatory variables to explore unobserved individual 
heterogeneity in the effects of these variables across the 
population
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Growth-curve models
Summary
• Growth-curve models model growth (or decline) over time 

• The outcome is regressed on a flexible function of time to 
capture the population average time trend or trajectory

• Random coefficients are then added to allow this function of 
time to vary across individuals to represent individual growth 
trajectories.

• Individual-level explanatory variables are then entered into 
the model to explain the variation in initial status and growth 
rates. The degree of unexplained variation can be quantified.

• Occasion-level explanatory variables can be added to deflect 
the growth curves
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Further extensions

• Incorporate lagged outcomes to study state vs. trait effects

• Directly model the within-person variance component

• Mixed-effects location scale models model within-person 
variance as a function of the covariates and new person 
random effects to study volatility in processes

• More complex multilevel data structures can be handled

• Three- and higher-level data, cross-classified data, 
multiple membership data, dyadic data, spatial data

• Multilevel models can be specified for other response types

• Binary, ordinal, nominal, and count data

• Other types of longitudinal data can be analysed

• Duration or survival data: Discrete and continuous time



6. Resources



Multilevel modelling textbooks

1. Hox, Moerbeek and van de Schoot (2017)

2. Snijders and Bosker (2012)

3. Raudenbush and Bryk (2002)

4. Goldstein (2011)

1. 2. 3. 4.



Multilevel modelling textbooks for 
longitudinal data analysis
1. Singer and Willet (2003)

2. Bolger and Laurenceau (2013)

3. Fitzmaurice, Laird and Ware (2011)

4. Hedeker and Gibbons (2006)

1. 2. 3. 4.
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